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Abstract— Polyculture farming, where multiple crop species
are grown simultaneously, has potential to reduce pesticide and
water usage, while improving the utilization of soil nutrients.
However, it is much harder to automate than monoculture. As
a first step toward developing automation control policies for
polyculture farming, we present AlphaGardenSim, a fast, first
order, open-access simulator that integrates single plant growth
models with inter-plant dynamics, including light and water
competition between plants in close proximity. The simulator
approximates growth in a real greenhouse garden at 9,000X the
speed of natural growth, allowing for policy parameter tuning.
We present an analytic automation policy that in simulation
reduced water use and achieved high coverage and plant
diversity compared with other policies, even in the presence
of invasive species. Code and supplementary material can be
found at https://github.com/BerkeleyAutomation/AlphaGarden.

I. INTRODUCTION

Cultivating plants has been an essential human activity for
over 10,000 years. Many factors influence the quality and
quantity of yield, such as irrigation, pesticide use, weather
conditions, and plant disease. Industrial agriculture aims to
maximize yield by growing a single plant species in isola-
tion (monoculture). Polyculture farming, on the other hand,
involves growing different crops simultaneously in imitation
of the diversity of natural ecosystems, and is a sustainable
alternative that uses biodiversity to reduce pesticides, disease,
and weeds [1], [2], [3]. Polyculture is also more practical for
confined urban spaces and essential for aesthetic gardens.

With increasing demands for fresh local herbs and pro-
duce, in spite of limited resources, polyculture gardens may
be increasingly in demand. However, polyculture requires
more human labor than monoculture to prune and maintain.
A robot with a reliable and sustainable control policy has the
potential to increase yield and reduce water consumption.
Still, finding an optimal policy is a challenging task. The
long time constants for real-world experiments motivates the
use of a simulated environment, yet it is difficult to simulate
inter-plant dynamics, including competition for light, water
and nutrients. In addition, much of the interaction is done in
the soil or beneath the leaf canopy and cannot be directly
observed, and the action space, in particular pruning, is
complicated.
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Fig. 1. Simulated (top) and Physical (bottom) polyculture gardens.
Planted with seeds from 13 edible plant types, and grown for a period of
90 days. Top: A garden simulated with AlphaGardenSim, initialized with
similar seed types and locations, and irrigated every 2 days for a similar
period of time. Each shade of green in the simulated garden represents
a different plant type. Bottom: A real garden of size 1.5x3 meters in a
greenhouse with uniform light and irrigation. Left: The gardens at day 15,
a few days after germination. Right: The gardens at day 30.

In this paper we present AlphaGardenSim, an efficient,
first order simulator for polyculture farming. AlphaGarden-
Sim models a polyculture garden using first order models
to simulate single plant growth, inter-plant dynamics and
competition for resources. This paper makes 3 contributions:

1) A fast, first order simulator, AlphaGardenSim, that in-
corporates parameterized individual plant growth mod-
els and inter-plant dynamics to simulate competition
over resources between plants in close proximity.

2) An analytic automation policy that yields leaf coverage
and garden diversity.

3) Application of the simulator to tune the policy param-
eters. Experimental results in simulation suggest that
a tuned analytic policy can achieve high coverage and
plant diversity compared with other policies, even in
the presence of rapidly spreading invasive plants.

II. RELATED WORK

Past work in plant growth simulation has predominantly
been focused on monoculture agriculture. Widely used sim-
ulation models include DSSAT [4] and AquaCrop [5]. How-
ever, such models are intended for simulating large scale,
monoculture agricultural operations, and are point-based
models, which make the assumption that plants are grown
homogeneously. Therefore, these models are not well-suited
for a polyculture setting, where gardens are heterogeneous.

GeoSim [6] is a tool that adds spatial functionality to
point-based agricultural models by leveraging data from



a geographic information system (GIS) to run indepen-
dent simulations at different geospatial points, allowing for
heterogeneous simulation. However, to tune a policy for
managing a small-scale polyculture garden, it is desirable
to simulate at the plant level. Recently, Chebrolu et al. [7]
developed a point cloud registration algorithm that enables
plant monitoring to analyze growth at the single-plant level.
It can be used to tune a single-plant growth model, but
does not reveal inter-plant interactions, which are required
to provide higher granularity data for polyculture modeling.

There exist individual plant models that model inter-plant
competition, but to the best of our knowledge, there does not
exist one for a polyculture setting. For example, Damgaard
et al. [8] proposed modeling competition between individ-
ual plants based on density and size differences between
plants, but their work does not explicitly model resource
competition, which is important for tuning a policy that
affects the distribution of resources in a garden. Price et
al. [9] introduced a simulator for individual plant growth
and competition with promising results, but their work only
modeled plant radii and did not take into account competition
for resources other than water. According to Berger et al.
[10], a review on individual-based approaches for modeling
plant competition, existing models lack consideration for the
effect of plants on resource levels in an environment. Thus,
we were motivated to develop our own first order simulator
for tuning a polyculture gardening policy.

Czárán and Bartha [11] proposed a broad classification
of individual-based plant competition models as either grid-
based models, or individual-based neighborhood models.
Grid-based models discretize a region into a grid of cells
that may be occupied by plants, while individual-based
neighborhood models represent plants in a continuous space.
Furthermore, grid-based models typically use empirical rules
to define plant competition, whereas individual-based neigh-
borhood models define explicit mechanisms that regulate
competition. One such individual-based neighborhood model
is the zone-of-influence model, where a circular zone cor-
responding to the plant’s size defines where a plant ac-
quires resources from. Plants with overlapping zones are
in competition with each other, and the growth rate of a
plant decreases as more of its zone is overlapped with.
While these models allow for greater modeling complexity,
grid-based models make simplifying assumptions and reduce
computational cost.

Research in agricultural automation has also been con-
ducted specifically in crop modeling and individually con-
trolled plants. Wiggert et al. [12] developed a testbed that
enables real-time data collection of plant water stress to au-
tomate and optimize plant-level irrigation. Habibie et al. [13]
trained a Simultaneous Localization And Mapping (SLAM)
algorithm in simulation to automate fruit harvesting in a
red apple tree field. While it supports a wide variety of
use cases and enabled successful harvesting, plant dynamics
were not modeled, and the simulation focused on a single
plant type. CoppeliaSim [14] comes closer to simulating
a polyculture garden, as plants are able to be controlled

separately. This simulator was used to train a crop monitoring
green house robot to navigate a greenhouse and identify
diseased crops [15]. Even though each plant had unique
parameters, they did not model inter-plant interactions.

III. ALPHAGARDENSIM

In our simulator, AlphaGardenSim, the garden is modeled
as a discrete M × N grid. The time t is specified in units
of days. Each point p(x, y) in the garden contains up to
one seed, and up to a fixed capacity of water. We define
D(k) as a set of k plant types available in the garden, as
well as types soil and unknown. At each point p(x, y) in the
garden at time t, we define d(x, y, t), a vector of length k
representing the distribution of the plant (or soil) types that
is visible overhead at point p(x, y), i.e., the canopy cover in
the garden. For example, when the garden is planted with
plant type D[3] at point p(x, y) at time 0, then d(x, y, 0) =[
0, 0, 1, 0, . . . , 0

]T
. This can change over time if a plant from

a neighboring point expands and occludes the plant seeded at
p(x, y). We define the seed locations in the garden as s(x, y),
the health of the plant at point p(x, y) at time t as h(x, y, t),
and the amount of soil moisture available at point p(x, y) at
time t as w(x, y, t). We define the following global quantities
over the entire garden; p(k, t) holds the global population in
the garden as a distribution over point types D, c(t) is the
total canopy coverage w.r.t. the garden size at time t, v(t)
is the diversity in the garden at time t, and s(t) represents
the sustainability in the garden, i.e. the savings in irrigation
compared to a uniform baseline irrigation policy.

IV. MODELING

A. Plant Growth Model

To represent each plant, we adopt the model proposed
by [9] which tracks the radii of plants for the purposes of
water competition. However, we add height as a simulated
attribute, as this is necessary to model competition for
sunlight. This yields efficient calculation of plant growth,
while still modeling a variety of plant types and interactions.
The overall growth curve of a plant is modeled as exponential
in its radius, but with adjusted rates at each step when
competition and limited resources are taken into account.
This is consistent with experimental evidence suggesting that
plants grow exponentially in ideal conditions [16].

AlphaGardenSim executes a sequence of updates at each
timestep: irrigation, lighting, water use and plant growth.

In the irrigation step, each of the M×N coordinate points
accepts a water amount of 0 or 1. Values should be chosen
in a garden-specific manner, such that 0 represents no water
and 1 represents the maximum amount of water a unit area
of soil can hold.

We assume a fixed amount of light is available at every
point in the garden, so that plants receive light based on
the size of their unoccluded leaf area (the portion of their
bounding circle that is not covered by taller plants), as
demonstrated in Fig. 2. To estimate the area of partially
overlapping circles, we use an approximation. For a plant i
with radius ri, let Li be the set of garden coordinates which



Local Variables Global Variables

d(x, y, t) h(x, y, t) w(x, y, t) s(x, y) p(k, t) c(t) v(t) s(t)

Plant
Type

Plant
Health

Water
Amount

Seed
Locations

Plant Type
Distribution

Total
Canopy

Coverage

Garden
Diversity

Garden
Sustainability

TABLE I - Simulator local and global time-dependent state variables

(a) Light Allocation (b) Water Use

Fig. 2. Light and Irrigation Models. Each plant receives light based on
the size of its unoccluded leaf area in the grid. Left: For each plant, the
number of grid points visible overhead determines the amount of light it
receives, while occluded points receive light in an exponentially decaying
fashion. Right: The plant then uses water from its neighboring grid points
to fulfill its growth potential. The plant is limited by the amount of light it
intercepts and the amount of water available in its surroundings.

are less than distance ri away from its center coordinate.
The approximate unoccluded leaf area is then simply the
number of coordinates Li which do not belong to Lj , for
any other plant j with a taller height. Light is distributed in
an exponentially decaying fashion, where the ith tallest plant
at p(x, y) receives LDi amount of light from p(x, y), where
LD is a light decay coefficient in the range (0, 1).

Next, once each plant has been allocated light, we model
the water use of each plant. Here, our assumption is that plant
growth potential is proportional to the amount of sunlight
they can intercept, but actual growth is dependent on the
plants’ access to sufficient water resources, allowing for
transpiration and gas exchange, and therefore photosynthe-
sis [17]. The amount of water required by a plant therefore
depends on the sunlight obtained from the previous step, and
by extension the size of the plant itself.

From this assumption, the maximum water amount desired
by a plant is modeled as:

wmax =
c2
c1

√
Lu

where Lu is the unoccluded leaf area of the plant, equivalent
to the maximum amount of sunlight it can receive, and c1
and c2 are plant-specific parameters that adjust its growth
pattern. Larger values for c1 correspond to higher water use
efficiency, i.e. higher biomass accumulation per unit of water.
Larger values for c2 correspond to higher overall productiv-
ity, i.e. a higher attainable growth at each timestep [18].

While the simulator uses a grid-based model, it draws from
the zone-of-influence approach described by [10], allowing
a plant to only uptake water from a circular zone defined
by its radius, i.e. from coordinate points that are within
radius distance of the plant’s central coordinate. To model
the sharing of water resources by plants in the same general

area, Firbank and Watkinson [19] used relative sizes to
allocate proportions of water to each plant. We take a similar
approach, but add randomness in order to simulate more
aggressive competition. At each coordinate, we iterate in
a random order through the plants whose leaf areas cover
that coordinate. For each such plant, we allow it to use the
maximum amount of water it desires from this coordinate,
defined as wmax divided by its total approximate leaf area,
provided there is still water remaining. Thus, plants will
still take a proportion of the water in their ecological
neighborhood in expectation, but the randomness allows for
some plants to take more water than usual and dominate their
surrounding competition. Furthermore, this approach causes
a plant to grow slower in expectation as more of its zone
overlaps with the zones of other plants, in accordance with
the zone-of-influence model.

Once the water at each coordinate has been allocated, we
compute a growth value for each plant, defined as:

G = c1 ·min (w,wmax)

where w is the actual amount of water this plant was able to
uptake. Note that the water allocation process enforces that
a plant obtains no more than wmax = c2

c1

√
Lu units of water

in the best case, so this is essentially G = c1w, a linear
function of the water used.

Each plant must divide its growth value G between vertical
growth (increasing its height) and radial growth (increasing
its radius). We make this assumption because plants are
inherently phototropic and adjust their growth to seek light
and escape shade [20], thus they should divide G strategically
to ensure maximum unoccluded leaf area. There is a tradeoff:
plants will typically seek to increase their radius as much as
possible, but if their leaves are occluded by taller plants, they
will increase their height in order to outgrow competitors
and gain an advantage. We define lo,i and lu,i, the number of
points where plant i is occluded and unoccluded respectively,
and model this dynamic as follows:

lp =
lu,i

lu,i + lo,i
ri = max(k1,min(lp, k2))

Gradial = riG

Gvertical = (1− ri)G

where k1 and k2 are plant-specific constants indicating lower
and upper bounds on the proportion of G the plant is willing
to allocate to purely radial growth. This is reflective of the



Fig. 3. Plant Life Stages. Each plant is modeled with a life cycle trajectory,
consisting of five stages (from top to bottom image): germination, vegetative,
reproductive, senescence, and death. When plants get underwatered or
overwatered, their radius decays exponentially and their color turns brown,
and after a short period they move to the death stage. However, if they
receive their desired water amount prior to that, they can return to their
original stage.

genetically ingrained habit and morphology of the individual
species. For instance, higher values of k1 reflect a rosette
habit, in which very little vertical growth occurs between
individual leaves until the transition to reproduction [21].
We estimate k1 and k2 by taking a ratio of height and
radius measurements collected from each plant species in
an experimental real garden, as can be seen in the project’s
open-access repository. In the future, we intend to tune these
parameters with more data.

Finally, we increment the radius and height of each plant
according to the computed radial and vertical growth values,
Gradial and Gvertical.

B. Life Cycle
Each plant is modeled with a biologically standard life

cycle trajectory, consisting of five stages: germination, vege-
tative, reproductive, senescence, and death [22], [23]. Plants
progress from one stage to the next after a number of
timesteps sampled from a discretized Gaussian distribution,
specific to the plant type, as the model assumes that plants
of the same type share transition times between stages [24].

1) Germination: When a seed is planted, it begins the
germination phase. During this phase, it only occupies the
single coordinate point where it was planted, and has both
0 radius and height. It uses light and water according to the
model specified in IV.A, but does not change in radius or
height. When the plant transitions to the next stage, it gains
a nonzero radius and height, each sampled from a plant type
specific Gaussian distribution.

2) Vegetative: During the vegetative phase, the plant ob-
tains resources and grows according to the model specified in
IV.A, unless it experiences stress from over or underwatering,
as further detailed in IV.C.

3) Reproductive: During the reproductive phase, the plant
behaves similarly to the vegetative phase, except it does not
change in radius or height, unless it experiences stress from
over or underwatering, as further detailed in IV.C.

4) Senescence: During the senescence phase, the plant
obtains resources according to the model specified in IV.A,
but its desired water amount is reduced to a proportion of
its usual desired water amount, which linearly decreases to
0 over time. More specifically, if wd is its desired water
amount, should it have been in the vegetative or reproduc-
tive stage, then its adjusted desired water amount, w̃d, is
calculated as:

w̃d =
1− t
ts

wd

where t is the amount of time the plant has spent in the senes-
cence stage, and ts is the total duration of the senescence
stage. However, the plant’s accumulated resources no longer
go towards its growth. Instead, the radius of the plant decays
exponentially to a proportion of its radius at the beginning of
the stage. This proportion is a parameter associated with the
plant type. Plant height does not change during this phase.

5) Death: When the plant dies, it no longer uses resources
nor changes in radius or height. However, it continues to
occupy space in the garden, potentially occluding plants.

Fig. 3 shows snapshots from a simulated garden at every
stage, where the top image corresponds with the germination
phase and the bottom corresponds with the death phase.

C. Water Stress
To model the detrimental effects of suboptimal irrigation,

the plant model includes a specific response to over and un-
derwatering when in the vegetative and reproductive stages.
While in these stages, a plant is considered overwatered if
the total amount of soil moisture within its radius, w(t),
exceeds its desired water amount, wd. More concretely, a
plant is overwatered if:

w(t) ≥ Towd



where To is a threshold parameter associated with plant type.
Similarly, a plant is considered underwatered if the amount
of water it uptakes, w̃(t), falls below some proportion of its
desired water amount:

w̃(t) ≤ Tuwd

where Tu is also a plant type specific threshold parameter.
While the plant remains in either stressed state, its radius

decays exponentially to some fraction of its prior radius,
similar to its behavior in the senescence phase. Furthermore,
we visualize the effects of stress on plants by modifying
their color to become progressively more brown as they
continue to be stressed. If a plant remains in either stress
state after a number of timesteps, then the plant immediately
moves to the death stage. If a previously stressed plant is
no longer stressed, then for the current timestep the plant’s
radius will decay, but it will return to its normal behavior the
next timestep. Afterwards, the plant will continue its normal
behavior with no lingering effects. The duration of the plant’s
stage is not affected by its stress during the stage. The plant’s
stress state persists when it transitions from the vegetative
stage to the reproductive stage.

D. Irrigation

For each discrete point in AlphaGardenSim, soil moisture
dynamics are independently simulated, without interactions
between different spatial locations. One-dimensional soil
moisture dynamics can be modeled according to the Richards
equation [25], which takes the form of the following nonlin-
ear partial differential equation:

∂s

∂t
= −∂q

∂z
− S(h)

where s is the volumetric water content in the soil, t is time,
∂q
∂z is a term that describes the flow of soil water as a result
of differences in soil water potential, and S(h) is a term that
describes the soil water extraction by plant roots.

Soil moisture dynamics for each spatial point p(x, y) is
based on the following discrete-time linear approximation of
this differential equation, proposed by Tseng et al. [26]:

w(x, y, t) = w(x, y, t− 1)− d+ a(x, y, t)− U(x, y, t)

where w(x, y, t) is the soil moisture content at point p(x, y)
during time t, a(x, y, t) is the amount of irrigation applied,
and U(x, y, t) is the plant water uptake rate. d specifies local
water loss at each point, and accounts for all contributing
factors, such as soil drainage and evaporation. In AlphaGar-
denSim, d is approximated by a constant quantity uniform
for each point in the garden, U(x, y, t) is accounted for by
the stochastic plant water uptake model, and a(x, y, t) is
specified by an irrigation policy.

Soil moisture levels are initialized according to an i.i.d.
Gaussian distribution N(µ, σ2) for each point in the garden
at the start of each episode, with an irrigation amount
also specified for each point. Additionally, we enforce that
soil moisture content remains non-negative throughout the

episode. Thus, soil moisture dynamics can be described by
the following equations:

w(x, y, 0) ∼ max(N(µ, σ2), 0) + a(x, y, 0)

w(x, y, t) = max(w(x, y, t−1)−d+a(x, y, t)−U(x, y, t), 0)

E. Diversity

Plants in a polyculture garden must be pruned to prevent
invasive species from dominating. If an invasive plant’s
growth is too aggressive in relation to other plants, it uses
more resources and hinders their growth. We seek to diversify
the garden through pruning. We model diversity as the
entropy of the global population in the garden:

v(t) = H (p (k, t))

We normalize the entropy, so that when p(k, t) is uniform,
H̄ (p (k, t)) is 100%, whereas if p(k, t) is completely un-
balanced, for instance p(k, t) = [1, 0, 0, ..., 0]T , then its
normalized entropy is 0%. Since p(k, t) represents the leaf
coverage ratio per plant type, if p(k, t) is uniform, the garden
is maximally diversified, and vice versa. To increase the
diversity in the garden, an agent can prune plants that spread
more than others. In AlphaGardenSim, pruning reduces the
radius of the pruned plant by a fixed percentage.

V. EXPERIMENTS

We evaluate the performance of different polyculture farm-
ing automation policies by assessing their ability to reduce
water use and maximize plant diversity in AlphaGardenSim,
and we explore the robustness of the policies to varying
garden settings, some of which include invasive species. In
our experiments, we use a set of 13 edible plant types with
different germination times, maturation times and growth
rates, sampled from plant-specific Gaussian distributions, as
specified in the project’s open-access repository.

At the beginning of the simulation, n points are randomly
picked and planted with seeds of k types. The seed locations
s(x, y) = d(x, y, 0) are saved and remain fixed during the
entire simulation period. As plants grow and accumulate
resources from the garden, each plant’s health level h(x, y, t)
is tracked, determined by its water-stress level in the previous
days and the current amount of water accessible at the plant’s
location (see IV.C).

The state of the garden at each point p(x, y) is defined as
the tuple of all local and global quantities (see Table I):

S(x, y, t)=

(d(x, y, t), w(x, y, t), h(x, y, t),p(k, t), v(t), s(t))

To simulate sensor precision limitations, we define
S̃(x, y, t), a sector of size M

10 ×
N
10 centered at p(x, y)

representing the area observable at time t. In this setting,
a policy’s access to local quantities d(x, y, t), w(x, y, t) and
h(x, y, t) is limited to points within the sector’s boundaries.
In addition, we define A, the set of actions an agent can ap-
ply; watering, pruning, both, or none. For each observation,
an agent chooses a(x, y, t) ∈ A, the action applied at point
p(x, y) at time t.



Fig. 4. Simulation Experiments. The total plant coverage and diversity in a garden over a period of 50 days out of a 100 day growth period, as a result
of using two different automation policies and a policy that does not prune to provide a baseline for growth and diversity. We focus on the period between
days 20 and 70 because prior to day 20 the policies do not prune, and after day 70 plants start to die. We can see that there is a trade-off between the
coverage and diversity. Top row: each policy acts on a general garden. With no pruning, the coverage in the garden is high while the diversity is low.
The fixed policy manages to increase the diversity, at the price of reducing the coverage dramatically. The analytic policy finds the balance between the
two metrics and achieves high diversity and coverage. Bottom row: the policies act on gardens that contain invasive species. If not pruned, the invasive
species spreads rapidly until it covers the majority of the garden. The fixed policy tries to slow the spread but fails since it prunes both the invasive species
and the other plants, and the invasive species spreads between pruning intervals. The analytic automation policy achieves worse performance than before,
but manages to keep a balanced garden by pruning areas covered by the invasive species more frequently.

A. Experimental Setup

For experiments, we initialize a 150× 300 garden with m
plants, each sampled with replacement from k plant types
and seeded at points s(x, y), randomly sampled from all
garden points. At each time step in the garden, we sample
m sectors centered at each s(x, y), as well as an additional
m
10 sectors centered at non-seed points p(x, y). One hundred
garden days are simulated. For light distribution, we choose
a light decay LD of 0.5.

We allow each action a(x, y, t) to affect a small window
in the center of a sector. During irrigation, we update each
w(x, y, t) of an 11 × 11 square centered around s(x, y)
as detailed in IV.D with a(x, y, t) = 1. For pruning, we
create a 5 × 5 window centered around s(x, y) and collect
all plants that are visible inside the window from overhead.
Then we prune each plant, reducing each of their radii by
15%. Pruning actions in the simulator are only applied after
a specified number of days, to allow plants to germinate and
grow. We set this prune delay to 20 days, after most plants
reach the vegetative stage.

Plant overwatering and underwatering thresholds are
closely related to the plant’s neighborhood. An overwatered
threshold of To = 100 was chosen as it is the maximum
amount of water in the 10× 10 square around the plant. We
chose such a square to promote initial plant growth in our
experiments. We set the underwatered threshold to Tu = 0.1.

At each time step, the sectors are sampled in a random
order, with the policy acting on each observation inde-
pendently. Once all actions are accumulated, we update
the garden’s water grid with irrigation amounts and update

pruned plant radii. Afterwards, we distribute light, allow
plants to use water and grow, and simulate water drainage
and evaporation.

B. Policies

We implement two policies: a fixed policy that irrigates
according to a fixed schedule and prunes uniformly, and an
analytic policy that adapts according to the plants’ needs and
the garden’s current diversity.

1) Fixed Policy: The fixed policy acts according to a
fixed irrigation schedule, irrigating each sector it observes
every two days. This method resembles the one applied in
many farms and greenhouses, where an array of drippers or
sprinklers irrigates in fixed time intervals at fixed locations.
In addition, every 5 days, the policy prunes all the plants
that grew beyond a fixed radius, limiting plants from over-
spreading. To prevent overpruning, we adjusted pruning to
reduce a plant’s radius by 5%.

2) Analytic Policy: The analytic policy utilizes soil mois-
ture and plant health to dynamically prune and irrigate each
sector it observes. The policy chooses among four actions:
irrigate, prune, irrigate and prune, or do nothing. The policy
independently decides whether to irrigate and whether to
prune, and these decisions are combined to produce an
action.

If a sector contains no plants or only dying plants, the
policy does not irrigate. If there are any underwatered plants
inside the irrigation window, irrigation is selected. Otherwise,
we sum w(x, y, t) for all p(x, y) in S̃. To account for
overwatering, wherever h(x, y, t) indicates an overwatered



plant, we double w(x, y, t) in the summation. If the final
sum is less than a threshold, the policy irrigates.

To decide when to prune, the policy normalizes p(k, t).
If any plant type inside the pruning window has normalized
coverage greater than a threshold, the policy will choose to
prune.

C. Evaluation

We evaluate each policy on 20 randomly seeded experi-
ments per setting, using the following metrics:

1) Total Plant Coverage - We sum the total coverage in a
single experiment over days 20 to 70 of the growing
period, taking into account only the coverage of the
plants, ignoring the uncovered space labeled as soil:

TC =
∑

k∈(K\soil),t

p(k, t)

2) Average Diversity - We average the diversity in a single
experiment, ignoring the first 20 days and last 30 days
of the growing period (i.e. averaging between days 20
and 70 of the growing period, T = 50):

AD =

∑
t(v(t))

T

During the beginning and end of the growing period,
the diversity is always high, since all plants are very
small (germinating or dying). Therefore, these diversity
measurements are not reflective of the policy’s perfor-
mance.

3) Water Usage - We sum the water used in a single
experiment over the entire growing period (100 days):

WU =
∑
x,y,t

w(x, y, t)

We conduct a first set of experiments on a general setting
consisting of 200 plants from 10 types, for a growing period
of 100 days. This setting represents a general and unbiased
setup where there is a large variety of plants growing in
close proximity. This leads to increased competition for
resources, and similar initial conditions for each plant in
expectation. We evaluate and compare the performance of
the two automation policies, and an additional policy that
provides maximal irrigation and does not prune as a baseline.
Averaged over 20 test gardens, the results are summarized in
Table II. The analytic policy balances pruning and irrigation
and achieves higher diversity with respect to the other
policies. The top row in Fig. 4 shows the total coverage and
diversity in a garden during a single experiment, and provides
intuition for the performance of each automation policy;
when irrigation is not limited and the garden is not pruned,
the total coverage reaches its maximal peak, but the diversity
is low due to the competition between plants. A fixed
automation policy manages to maintain diversity to some
extent, at the cost of overpruning. The analytic automation
policy maintains high diversity, but seems to be limited by
slow growing plants, which cause it to heavily prune faster
growing plants. Nevertheless, it achieves high coverage and

Policy Coverage Diversity Water Use

No Pruning 30.13 0.78 100.00

Fixed 9.27 0.87 50.00

Analytic 19.91 0.91 67.80

No Pruning w/ Invasive 37.30 0.49 100.00

Fixed w/ Invasive 6.64 0.72 50.00

Analytic w/ Invasive 17.00 0.89 67.21

TABLE II - Policy evaluations averaged over 20 test gardens with and
without invasive species. Coverage is the sum over 50 days of percentage
of garden covered at each day, diversity is the average of the normalized
entropy of leaf distribution over 50 days, and water use is the sum of the
water applied over 100 days. Results show a tradeoff between maximizing

yield and maximizing diversity, and suggest that a tuned analytic policy
can balance those to achieve gardens with high coverage and diversity.

diversity. It also provides sufficient irrigation, while the fixed
policy underwaters and the no-pruning baseline overwaters.

To examine the effects of an invasive species in the
garden, we conduct a second set of experiments in which
we replace one of the plant types with an invasive species.
Invasive species grow rapidly and consume the resources
in the garden. To simulate an invasive species, we create
a plant with a short germination period, long vegetative and
reproductive periods, and large maximal radius. Fig. 5 shows
a comparison between the growth of a garden with and
without an invasive species, marked with a red color, during 3
phases: germination, the reproductive phase, and after most
plants have died. From the second row of Fig. 4 we can
see that if not pruned, the invasive species has a negative
impact on diversity. The invasive species spreads rapidly until
it covers the majority of the garden, and stays dominant
during a long reproductive phase, preventing other plants
from growing. The fixed automation policy struggles to hold
back the spread, as after each pruning, the invasive species
recovers and continues to spread. The analytic automation
policy performs better, increasing the pruning rate where
there are invasive plants, and reducing it where there are
none, giving other plant types the chance to grow.

VI. CONCLUSION

We present AlphaGardenSim, a fast, first order simula-
tor that uses plant growth models to simulate inter-plant
dynamics and competition for light and water. We use it
to tune an analytic automation policy that achieves high
coverage and diversity, even in the presence of invasive
species. A key factor AlphaGardenSim does not model is
the effects of companion plants, that can assist neighboring
plants by repelling pests or providing nutrients and shade.
In future work, we will further tune the simulator with real
world measurements. We will then apply the simulator to
learning policies that optimize leaf coverage and diversity,
and evaluate the performance of the resulting policies on
real gardens.



Fig. 5. Invasive species grow rapidly and spread, consuming the resources
in the garden and preventing the growth of other plants. We see the
comparison between a regular garden (left column) and a garden with an
invasive species (right column). Top row: Germination phase, both gardens
look similar but the invasive species starts to germinate earlier than other
plant types. Middle row: At the peak of the reproductive phase, the right
garden is dominated by the invasive species. Bottom row: At the end, all
plants die and the gardens reach a similar state.
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